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Abstract—Enterprise big-data analytics requires data from
diverse sources to be fused and harmonized after which it
becomes useful for mining interesting patterns as well as to make
predictions. However, neither are all patterns equally insightful
nor are predictions of much value unless they can support
decisions: Prescriptive rather than mere predictive analytics is
needed, which involves optimization in addition to traditional
predictive modeling. Further, because of the paucity of real-data
covering a large enough space of decisions, simulations based
on a theory of the world can also be used to augment real data
while learning statistical models for prescriptive purposes. In this
paper we present a unified Bayesian framework for prescriptive
information fusion that formally models the iterative fusion of
information from simulation, statistical as well as optimization
models, over and above the fusion of information from multiple
data sources. We motivate our framework with diverse real-life
applications including warranty provisioning, the computational
design of products or manufacturing-processes, and the optimal
pricing or promotion of consumer goods. We also compare
our approach with reinforcement learning, as well as other
combinations of machine-learning, simulation and optimization.

I. INTRODUCTION AND MOTIVATION

In traditional predictive analytics we seek to model past
input data to predict future values. For example, demographic
data about consumers may be used to predict people’s buying
behavior. Historical patterns of warranty claims can be used to
predict future part-wise failures. In the design of manufacture
of artifacts, be they cars or steel, models are more complex
and based on physics derived from data, rather than data
itself. However the goal remains to predict the properties of
a material object based on its design parameters and/or the
manufacturing process used.

However predictions by themselves do not prescribe any
specific actions. Business or design strategies are usually
decided by optimizing an objective function, such as min-
imizing cost or maximizing profits: What price to charge
each customer, how much cost and stock to provision for
warranty part replacement, and the most cost-effective design
or manufacturing process all require optimization.

Industry analysts have also stated that prescriptive ana-
lytics is “the next big thing” [1]. In our literature survey of
prescriptive analytics, to the best of our effort we could not
find a generic formal approach / framework for prescriptive
analytics. Some of our Fortune 500 customers have also posed
similar problems to us, seeking a principled approach for pre-
scriptive analytics highlighting the key issues and extensions
to traditional predictive analytics. We believe that prescriptive
analytics is required both in scientific as well as in enterprise
domains. To this effect we present three motivating scenarios,

two of which are drawn from the those presented by our
customers and one is drawn from the scientific domain.

In prescriptive analytics an optimization procedure eval-
uates its objective function using the output of predictive
analytics: At the simplest level, deciding a warranty strategy
requires forecasts of part-failures based on a statistical model
derived from past data. In more complex situations we might
require other kinds of predictive models, such as simulations,
to determine the best designs. Finally, highly personalized
pricing strategies require knowing how demand correlates with
user attributes, which can be computed using a predictive
model derived from data.

It may appear that each of the above prescriptive analytics
scenarios are rather different. However, we shall show that they
share many common features and can be modeled by a unified
framework. Through this paper, we present a novel Bayesian
framework for the execution of prescriptive analytics. Since
this kind of analytics is achieved through fusion of information
from diverse sources of information, we call our framework
as prescriptive information fusion (PIF) framework. Our
framework integrates predictive modeling, optimization and
simulation. We present a Bayesian formulation of this frame-
work and explain how this is applied to diverse needs of
prescriptive analytics. We also illustrate our approach with
preliminary numerical results.

After an overview of the PIF framework in the next section,
we describe our PIF framework in Section III, beginning
with simple prescriptive analytics to the cases where iterations
as well as simulations are required, and demonstrate how
we are able to model all these situations using a common
model. Next we present computational results illustrating each
of the scenarios. Finally we conclude after comparing our
framework with past work in a number of related areas such
as reinforcement learning, the use of machine-learning in
operations research, and the use of machine learning along
with simulations.

II. PRESCRIPTIVE ANALYTICS: PIF OVERVIEW

We first model basic prescriptive analytics wherein the
outputs of a predictive model flow into an optimisation step
to decide the best strategy to optimise an objective function;
we illustrate this case via the example of optimal warranty-
cost provisioning. Even in this simple case, we shall see that
fusing data from multiple diverse sources improves predictions
as well as prescriptions.

Next we consider situations where business strategies,
such as pricing or advertising of products, themselves affect
consumer behaviour. In such situations, predictive models need



to model consumer behaviour by taking into account the strate-
gies tried out in practice. Further, the prediction-optimisation
process becomes iterative, reminiscent of ‘adaptive’ business
intelligence’ [2] as well as reinforcement learning [3].

As a result, the actual deployment of business strategies
becomes part of our iterative procedure. However, not only is
this time consuming, but each proposed strategy may not be
advisable to implement, as sub-optimal policies might result
in significant business losses. Note that this is not the case
in a traditional reinforcement learning scenario, such as robot
navigation, where the penalties for incorrect decisions are
minor and easily corrected. In contrast, choosing a wrong
pricing or promotion strategy for even a month could adversely
impact the bottom line beyond acceptable limits.

Thus, we face the challenge that business decisions actually
executed in the real-world rarely cover more than a small
fraction of the possible design space of business strategies,
and prediction models will not be accurate for other choices.
We therefore introduce simulations into the loop.

For inspiration we consider a very different scenario from
the manufacturing domain, where the task is to design a better
product or manufacturing process. Usually experimental data
regarding a new product design or any particular manufac-
turing set-up is probably absent (else it would not be novel),
and so theory-based simulations are used instead. (Of course,
the scientific theories on which simulations rely are those that
match with experiments, albeit at a far more general level than
the particular product or process being designed.)

Now, simulations of physical systems are naturally suited
for predicting properties of a product or the outputs of a
complex manufacturing process given its design parameters.
However, what is actually needed is the reverse, i.e., the most
cost-effective design or process parameters that achieve desired
product properties.

Physics simulations do not lend themselves to such ‘in-
verse inference’, but probabilistic generative models do, and
we show that our approach naturally leads to such inverse
inference by summarising data from simulation models using
statistical predictive models to ease the search for optimal pa-
rameter settings. Additionally, we also describe how simulation
models can themselves be tuned using experimental data with
the help of statistical predictive models.

Finally we return to the case of business strategies for
example, pricing or promoting consumer products. We submit
that this situation is analogous to the case of physical systems
where simulations allow us to explore regions of a design space
that is not covered by available real-world data.

Of course, in place of physics-based simulations we must
use those that model human-behaviour instead. The analogy
nevertheless fits well, and so does the PIF framework: First,
human-behaviour simulations can be summarised using sta-
tistical models followed by optimisation, and second, tuneable
parameters in such models can be learned from what little real-
data is available in response to deployed business policies.

Last but not least we note that in scenarios often coming
under the umbrella of ‘big-data analytics’, data from multiple
sources needs to be ingested, fused and harmonised with

the goal of to yielding better predictions (and therefore also
better prescriptions): In our example of warranty provisioning,
instead of using only past failures, we might also exploit
diagnostic data captured during routine services or even via
in-vehicle sensors.

Even in the case of physical systems we may also need to
fuse data from multiple simulation models, each best tuned
for particular conditions or modelling different aspects of
the problem; some physics models work better at higher
temperatures than others, etc. Finally, for human behaviour
modelling, not only may multiple models be useful for reasons
similar to those above, data from multiple and very diverse
sources, such as demographics, mobility and social media are
also rich sources of ‘experimental data’ for tuning simulations
that seek to model human behaviour.

Fusing information from diverse big-data sources and tech-
niques for addressing the data harmonisation needs in such
scenarios has been the subject of past work by the authors [4],
[5], which was referred to as ‘enterprise information fusion’.
Our framework for prescriptive analytics builds on platforms
such as these to additionally integrate and fuse simulation,
statistical prediction and optimisation into a unified model, so
we call it prescriptive information fusion (PIF).

III. PIF FRAMEWORK

A. Open-loop Prescriptive Analytics

In traditional predictive analytics we seek to model past
data Y using a model M . The distribution P (y|M) produced
by such a model can be used as a predictor for future values of
y. For example, suppose Y captures part failures over time in
a population of vehicles in the field. Part failures are usually
modeled using a Weibull distribution, using which the expected
number of failures in the future, say ye, can be computed using
P (y|M). (Note that the prediction procedure in Figure 1 is
formulated as full Bayesian model selection, i.e., the ‘most
probable’ model M is chosen, given the available data Y 1.

Fig. 1: Prescriptive Analytics

Predictions by themselves do not prescribe any specific
actions though, and business strategies are often decided by
optimizing an objective function. Prescriptive analytics links
prediction and optimization, with one flowing into the other as

1See [6] for a complete explanation of Bayesian techniques



depicted in Figure 1. For example, predicted failures can be
used to provision sufficient funds to cover warranty claims
and select a warranty period that optimally balances the
commercial penalties of both over and under provisioning.

The optimization stage minimizes the penalty c(x, y) for
any particular warranty strategy x, which includes both the
amount set aside to cover claims and the selected warranty
period. One approach might be to compute c(x, y) using
the expected failure volume ye under P (y|M). However, the
model M might predict failures for different parts yi, each
attracting different penalties for over/under provisioning, and
each costing different amounts to replace. Therefore, instead
of ye, minimizes the expected penalty under the distribution
P (y|M), i.e., a stochastic optimization approach.

We shall illustrate the above example in our experiments.
Further, we shall also show that incorporating more data
via information fusion while learning the model M , such as
service records or on-board sensor data, improves prediction
accuracy leading to a better warranty strategy.

B. Adaptive (closed-loop) Prescriptive Analytics

In the above scenario the chased warranty provisioning
policy has no effect on part failures. In general this may
not be the case: Consider the task of pricing consumer-goods
differently based on consumers’ willingness to pay. In such a
case, the strategy of what price to charge whom can indeed
effect the amount people buy and in turn the total revenue that
accrues. Figure 2 illustrates such feedback: When the optimal
strategy x is put into practice, it becomes part of the data.

Fig. 2: Adaptive Prescriptive Analytics

For example, by modeling monthly sales data Y , the
expected future sales can be forecasted using a statistical
model. More interestingly however, a predictive model re-
sulting a distribution P (y|x,M) can be used to estimate one
component of y, say sales quantity, from other elements such
as demographics, etc. as well as the quoted price x.

Suppose Y includes the how much is sold to a customer,
ys, as well as their demographic profile yd, so that y = [ys, yd],
then we can estimate the posterior distribution P (ys|yd, x,M).
As we illustrate in our experiments, one such prediction model
could involve clustering customers based on demographic and
other information followed by linear regression within each
cluster yielding a price elasticity model ys = b −mx, which

becomes the mean of a gaussian posterior for the demographic
profile represented by each cluster k, so P (ys|k, x,M) =
N (bk −mkx, σ).

Next, in the optimization stage our objective could be to
choose a pricing strategy, such as a separate price xk for each
cluster k, so as to maximize total sales revenue, i.e., ys × xk
summed over all customers.

The above specific example has been mentioned by Klien-
berg, Papadimitrou and Raghavan in [7] as an instance of the
more general case of ‘segmentation problems’. Such optimiza-
tions are tractable when the number of strategies (based on
say l price slabs π̄ = {π1 . . . πl}) and segments k is small:
For instance, given k segments and a pricing strategy x =
{x1 . . . xk}, the expected revenue from such an assignment
can be computed easily; either using P (ys|k, x,M) = N (bk−
mkx, σ) or by assuming the behavior of each customer in a
cluster is governed by the cluster mean, i.e., ys = bk−mkxk.
As there are lk possible pricing assignments, complexity of
arriving at an optimal assignment given k clusters is O(nlk),
where n is the number of consumers.

Note that the predictive model, here the clusters along with
their regression coefficients, are an input to the optimization
stage. However these two steps appear to be decoupled, and
indeed this is actually the case in many organizations: in
other words, predictive modeling and the forecasts it produces
are merely inputs used for business strategy, rather than the
two being an integrated activity. However, as we shall show
through experiments, the optimal strategy does indeed depend
on the choice of model M , and so feeding the prescribed
strategies X back into further prediction iterations is of benefit.
In particular, choosing M based not only on Y , but also on X ,
i.e., clustering should be based on both the demographics of
customers as well as their consumption behavior in response
to a pricing strategy.

C. The role of simulation models

Our consumer sales example above assumes that strategies
chosen were actually implemented in practice, so that later
iterations can take into account people’s responses to different
prices and use actual observations of both Y and X to derive
prediction models, i.e., clusters. In practice this might not be
the case at all; instead only a small set of variations may
actually be tested in the field, or even none at all, since at least
in traditional enterprises, such business decisions are made
‘strategically’, such as on a quarterly basis. In such a case
closed-loop adaptive prescriptive analytics such as outlined
above becomes difficult or even next to impossible.

We submit that simulation models based on domain-
specific theories, be these of a physical system or human
behavior, can potentially be used to generate additional data
points not available from what is practiced in the field. For
example, human behavior models might include factors such
as how people behave when presented with discounts as
opposed to merely lower prices, how such behaviors depend
on their demographic profiles, influence of friends and social
networks, etc. Such models themselves can be of many kinds,
including the special case of probabilistic generative models,
in which case such domain knowledge may as well be included
via priors and structure within the model M itself. More



generally, we consider physics models for inanimate systems
and agent-based simulation models for human systems as
potential sources of additional data to serve as proxy for a
wider spectrum of real-world observations that is desirable but
just not available. We begin with models of physical systems.

D. Simulations of physical systems:

Purely as an illustrative example consider the problem of
weather forecasting: A statistical approach based on past ob-
servations such as measurements of temperature, precipitation,
pressure, wind speeds and directions etc. results in predictions
that are essentially nothing more than seasonal averages at best
at the weekly level. Until the advent of digital computers this
was pretty much the best that was possible: Early attempts
at more principled predictions based on the laws of physics,
such as by Richardson in 1916 as recounted in [8]), failed
miserably, as did those of Von Neumann in 1950 using early
computers. Only when the granularity with which physics-
based simulations became significantly finer did these models
begin to yield reasonable forecasts.

Of course, weather is an extreme example of a complex
dynamical systems besought by severe instabilities more com-
monly referred to as chaos. In the realm of engineering, such as
aerodynamics or materials, the accuracies of physical simula-
tions is far better; so much so that large parts of many engineer-
ing design chains are now computer-enabled. The accuracy of
such simulations has replaced physical measurements in may
fields, albeit at the cost of heavy computational requirements.
In many arenas simulations take hours or days to complete,
and thus become increasingly expensive to use early on in the
design phase when the behavior of the physical system needs
to be predicted for many different design parameters in order
to optimize performance and cost.

Prediction 
Model 

Simulation 
Model 

experiments/observa/ons	  

predic/ons	  

Fig. 3: Role of Simulations

Figure 3 illustrates the use of simulation models for aug-
menting real data in the above manner. Simulation models take
inputs x an produce data D. Further, simulations typically also
require parameters say µ, which might consist of assumptions
about physical properties of the system being studied.

First, statistical models are used to summarize the results
of many simulation runs. Using such a statistical model M we
are able to perform inverse analysis, e.g., asking what input
parameters should produce a particular output, much faster
than via costly exploratory runs of the forward simulation
model. In a statistical model such inverse analysis reduces to
posterior inference, i.e., computing the posterior distribution

P (yin|yout, D,M), where yin are input parameters to the
simulation model and yout are the desired behavioral outputs.

We can use the outputs of simulation, D, to choose the
model M that is most likely given D, i.e., to maximize
Ps = P (M |D). However, this is not enough, and experimental
data Y is also required, specifically to tune the simulation pa-
rameters µ: In principle the simulation model should produce
more accurate results vis a vis when such parameters take on
correct values. The trouble is, the parameters µ can be many
in number and have large potential ranges, even after applying
heuristics based on human judgement and experience. Running
the simulation model for all combinations of parameter values
so as to be able to find ‘correct’ values that produce results
matching experimental data is often prohibitively costly and
time consuming.

Interestingly, the statistical model M comes in handy
once more: The ‘hidden’ parameters µ can be treated as
latent variables in the statistical model M and are equally
amenable to posterior inference conditioned on the observed
experimental results Y . These latent variables µ need to be
chosen so as to maximize the probability of the observed data,
i.e., Py = P (µ|X,Y,M) (instead of Ps that was maximized to
learn model parameters from simulation data). In general, as
also shown in Figure 3, we chose M and µ so as to maximize
a linear combination of Ps and Py .

E. Complete PIF Framework

Now the overall operation of our PIF framework incor-
porating simulations as well as predictions and optimization
becomes clear at least as illustrated in the specific case of
physical system design, and as depicted in Figure 4. The
statistical model M serves two purposes; first to summarize
the simulation model and second to ensure that results of the
overall process are not divorced from real observations Y . As
an additional benefit, unknown parameters µ can be estimated
by treating these as latent variables in the statistical model.
Thereafter, the optimization stage serves to choose appropriate
design inputs x so as to minimize the cost model c(x, y), which
is the actual target of the statistical model M .

In order to achieve these goals, the model parameters M
(as well as unknown simulation parameters µ) are chosen, in
the full Bayesian spirit, to maximize the probability of the
observed data X,Y as well as the the results of simulation D
(the latter being able to cover a larger spread of the potential
design space than the actual observations). Thus, as depicted
in Figure 4, model and simulation parameters M,µ are chosen
so as to maximize:

δsP (M |x,D, ) + δyP (M |X,Y ) (1)

where the coefficients δs and δy control the relative weights
of data from simulation vs. the real world within the overall
PIF framework. The choice of these coefficients, or rather
their ratio, depends on one’s relative faith in the accuracy of
simulation models vs the quality and quantity of available data.

The posterior distribution P ≡ P (y|x,M) is induced by
the model M itself learned using (1) based on the observed and
simulated data X,Y,D, where D is generated using simulation
parameters µ also learned using (1). In a later section we shall
describe how this exercise is carried out in an iterative manner.



Fig. 4: Prescriptive Information Fusion Framework

The next optimal prescription x is then computed as that which
minimizes the expected E[c(x, y)] under the posterior P , i.e.,

x = argmin
x
E[c(x, y)] = argmin

x

∫
y

c(x, y)P (y|x,M) (2)

(Note that in our consumer pricing example that resulted in a
segmentation problem, the above optimization could be carried
out by exhaustively checking each of the lk possible price
assignments to k clusters; in each case c(x, y) was computed
using the regression coefficients derived for each cluster, and
P (y|x,M) = 1 for the cluster y is assigned, and 0 for others.)

F. Simulations of human systems

We digressed from our motivating example of optimal
pricing into considering physical rather human systems, since
the techniques for simulating the former from first principles
are far more evolved than in the case of the latter. Simulation
models of human systems are at best an art, at least in that
as yet we do not have any ‘physics’ of human behavior that
everyone can agree upon.

Nevertheless, physical simulation models serve as a flawed
but useful analogy in attempting similar models for human
systems: An agent-based simulation model (ABMS, unlike
a discrete-event model or DES [9]) views people as being
of different types; millions of agents each with a distinct
‘persona’ and other transient states, in much the same manner
as a physical simulation models the atmosphere, a physical
structure, or chemicals in a reactor in terms of millions of
voxels each with different constituent properties, permanent
as well as transient. Just as in a physical model, the state of
the overall system changes due to interactions of individual
agents with other, related ones, much as the properties of each
voxel influences the future state of its neighbors according
to the laws of physics. The difference is, of course, that any
‘laws’ that we might bring to bear on an ABSM are at best
derived loosely from behavioral psychology, at best backed up
by statistical correlations based on controlled experiments.

Returning to our sales and marketing example however, it is
conceivable that an agent-based simulation of a population that

simulated the demographic profiles of of people as well as the
effect (albeit probabilistic) that these might have on their be-
havioral characteristics, such as the influence of various factors
on their buying decisions. These might include not just pricing
and discounts, but also the recent actions of their ‘neighbors’
within a similar profile, or even more complex influences based
on ‘friendships’ (e.g., social networking), their strengths and
degree of influence varying randomly conditioned on a persons
profile.

Of course, any such model of human behavior is subject
to error and depends on many assumptions. However, our PIF
framework includes such assumptions in the parameters µ. In
principle, these assumptions can be verified by comparing the
results of simulation to actual data Y . To that extent, our PIF
framework only requires that the veracity of a particular set of
assumptions µ be valid enough for the limited task at hand, i.e.,
choosing an optimal strategy x, rather than ‘truly’ modeling
all aspects of human behavior that are measurable in terms
of the data Y . This appears to be a far more reasonable goal
given the immature state of the ‘theory’ behind simulations of
human behavior.

G. Need for iterations in PIF

It might appear that once we have enough real-world
data Y augmented with sufficient additional data D from
simulations we can simply fit a predictive model M followed
by choosing the optimal strategy x that minimizes the expected
c(x, y) under this model. In theory this is correct; in fact, even
the optimization step can in principle be included within the
computation of the expected values of c(x, y).

In practice the above one step process is often infeasible
for a number of reasons: First, as we have already mentioned,
real-world data X,Y usually does not include enough coverage
of possible strategies x; after all, if all possible strategies were
indeed possible to try out in practice the need for simulations
would not arise. Next, simulations, both based on physical as
well as human-centric models, are computationally expensive
and time consuming to run for each choice of strategy x and



unknown parameters µ. The sets of x for which simulations
need to be run has to be narrowed down.

Thus, we might begin with a best-guess choice of µ0 and
generate some simulation data D0 for a range of strategies
{x0} in a reasonably varied neighborhood of the actually
executed strategies X for which we have real-world data Y .
We might arrive at an optimal strategy x1 using this data.
Now, based on the initial model M0 fitted using these runs,
we refine our guess for the unknown parameters to µ1 via
inference as describe above. We re-run the simulations, now
also expanding our range of strategies further to {x1}, this time
expanding our set in a large neighborhood of x1, the output of
the first iteration. The resulting augmented data set [D1, D2] is
used to fit a revised model M2 using which we further update
our parameters to µ2, and so on. The process repeats until
convergence where we are unable to make further progress at
optimizing c(x, y) while also adequately fitting the few real-
world observations X,Y . (Note: even the above process needs
to guard against getting trapped in a local minimum; for which
choosing the neighborhoods of x with which to generate new
simulation data must be judiciously done so as to incorporate
enough random exploration of alternatives.)

We have described our framework for prescriptive infor-
mation fusion (PIF) at a fairly abstract level albeit with some
motivating examples. In the next section we describe experi-
mental results for instances of these examples to illustrate one
particular aspect of our framework in each case: Linking pre-
dictions with optimization in the case of after-market servicing;
inverse analysis using statistical summaries of simulations in
an example on materials-aware manufacturing process design;
and the consumer pricing. The diverse nature of the examples
chosen also serves to illustrate the generality of our framework.

IV. APPLICATIONS AND NUMERICAL RESULTS

Warranty-cost estimation: We simulated 1000 vehicles
bought uniformly between 01-Jan-2010 to 31-Dec-2012. The
number of miles driven per day for each vehicle was drawn
from a uniform distribution. Part-failures F were generated for
5 parts using Weibull distributions with different parameters.
Our simulation also generated sensor-readings indicating early-
warning sensor readings S as well as trouble-codes present
in records T where such codes become observable prior to
a part failing, e.g., when a vehicle is brought in to due to
the failure of some other part. Our prediction task was to
predict the number of times each part will fail in this sample of
1000 vehicles, in year 2013, using only data up to Dec-2012,
which could be used for optimal warranty provisioning. The
prediction model is a simple Bayesian network (F → T → S),
where each part is modeled independently. Failures F follow a
Weibull distribution and T and S are normally distributed with
means linearly dependent on their parent nodes. The model
parameters of all these distributions are learned via posterior
inference using MCMC sampling.

Figure 5 shows the actual vs predicted failures, and clearly
demonstrates the benefit of exploiting more information, in
that better predictions (and consequently better prescriptions
of how many resources to provision for warranty claims) can
be produced by using warnings (T ) from service records in
addition to failures (F ) alone. These are further improved

if on-line sensor diagnostics (S) are also used. Lastly, the
‘best prediction’ depicted is that produced from our generative
model, if we somehow knew the correct Weibull parameters
used to simulate our data in the first place. Clearly, fusing
multiple data sources, as described in Section II brings us very
close to this ideal. In in [10] we describe the model in detail
and use it to prescribe outlays and the optimal warranty period.

Fig. 5: Optimizing warranty strategy using PIF

Materials-aware manufacturing process design: The
material properties of a finished product depend on the
manufacturing process, and physics based forward-simulation
models are often used to model such processes and the material
property transformations they result in. However, the design
problem is to determine the process-parameters to be used
to achieve a desired set of material properties. Forward-
simulations are computationally very expensive (each run can
take hours or even days) so a trial-and-error search procedure
is infeasible. An alternative is to use approximate statistical
models learned from data that are also easily invertible. The
data can be obtained either from experiments or from a set
of carefully designed simulations. Using such models we can
explore the design space much more efficiently. The main chal-
lenges in building such models are: (a) the process-parameter
to property relationship is typically many to one, so the inverse
problem does not have a unique solution. (b) Paucity of good
experimental data, for which domain knowledge needs to be
incorporated into the statistical model.

We have used a Bayesian network model to address these
challenges. As an example, we studied the processes carbur-
ization, diffusion, quenching and tempering in a gear design
problem. The input process parameters are carburization tem-
perature (Tc), carburization time (tc), carbon potential (Cp),
diffusion temperature (Td), diffusion time (td) and tempering
time (tt). The material properties of interest are: case depth
at pitch and root, surface hardness at pitch and root, core
hardness at pitch, residual stress and tip deflection (along
X and Y axes). The Bayesian network has a node for each
of these variables. The structure of this network incorporates
the domain knowledge, i.e., the structure reflects sequential
and causal relationships among the variables. The Bayesian
network being a generative model, encodes a joint distribution
of all variables, from which can we obtain the posterior distri-
bution of the process-parameters given the desired material
properties. We sample this distribution using MCMC and
cluster the generated samples. The cluster centroids become
possible process parameter vectors that should give the desired
material properties.



Case
Depth
(Pitch)
×10−4

Case
Depth
(Root)
×10−4

Surface
Hard-
ness
(Pitch)
×10

Surface
Hard-
ness
(Root)
×10

Core
Hard-
ness
(Pitch)
×10

Residual
Stress
×109

Tip-X
De-
flec-
tion
×10−5

Tip-Y
De-
flec-
tion
×10−3

4.00 3.62 5.93 5.89 3.37 -1.50 2.22 -0.879
4.00 3.71 5.91 5.88 3.37 -1.48 2.10 -0.866
4.00 3.72 5.90 5.87 3.38 -1.49 2.10 -0.865
4.90 4.58 5.99 5.96 3.34 -1.29 2.97 -1.02
4.78 4.41 5.99 5.97 3.33 -1.25 3.03 -1.04
4.90 4.41 5.97 5.95 3.34 -1.28 3.01 -1.03

TABLE I: Inverse-inference from materials simulation

To validate our approach, we ran forward physics simu-
lations using the posterior cluster centroids as input process
parameters. Table I shows two such samples; in each case
similar outputs are produced by two different sets of input
parameters. For each sample, each shaded row shows a desired
set of property values. The rows above it show the property
values obtained by forward simulation from posteriors learned
from our statistical model. The difference between the desired
property-values and the ones obtained by re-simulation is
within 14% of variance (as observed in dataset). This level
of error is practically acceptable for the design problems of
the kind studied here. The above experiment illustrates the
feasibility of inverse-inference using a statistical model learned
using multiple simulation runs, as described in Section II.

Consumer pricing: We modelled the the sales example
described in Section II where the goal is to decide optimal
differential pricing of a product to appropriately chosen seg-
ments of customers. We used a Baysian generative model to
simulate 1800 consumers in a population with 4 different price
sensitivities. Age (A) and income level (I) of people were
drawn from normal distributions and their price sensitivities
y0,m (resulting in sales quantity ys = y0 − myq) was also
modeled using Gaussian distribution but with the parameter
m varying with age and income levels. A single run of the
above simulation model takes prices quoted to each consumer
and produces sales quantities bought (Q) and the revenues (R)
collected by each person based on their price sensitivity and
the price quoted to them.

As described in Section II, since people’s price sensitivity
cannot be observed, our prediction model is to cluster con-
sumers (using k-means) into three different groups. The price
sensitivities (y0,m) are estimated for each cluster using linear
regression. Using these, sales quantity for any quoted price yq
for each cluster are computed. The optimization step computes
the best price to quote to each cluster as we explained in
Section II. Next we re-simulate by assigning consumers to
these clusters based on demographics alone, as that is all that
can be observed in practice, and determine their sales quantities
again. The prediction (clustering) and optimization procedure
is then repeated iteratively.

In every subsequent iteration the range of prices from
which to choose was adjusted to include 20% less than the
minimum price quoted to any segment and 30% more than
the maximum price quoted to any segment in the previous
iteration. Note that the expected revenue, i.e., obtained for
each cluster as the price per cluster times size of the cluster
differs from the ‘actual’ revenue for the same strategy: the

latter is calculated after re-assigning consumers to clusters
using demographics alone; further actual sensitivities come
into play rather than predicted ones. This is also why actual
revenue (shown in Figure 6) can oscillate over iterations.

We performed the above experiment with three different
clustering strategies for customer segmentation. First when
only the demographic information (A, I) was used, second
when the demographic information along with the revenue
(R) was used for clustering, and lastly when demographic
information, revenue, quoted-price (P ), sales volumes (Q) and
revenue all were used for clustering. We have plotted the actual
revenue observed in every iteration for all the three approaches
in Figure 6. It can be observed that (a) as claimed in Section
III-G, iterations are necessary to obtain an optimal price and
(b) more data is better, i.e., higher overall revenues can be
obtained if we learn the prediction model (here just clustering)
using A, I, P,Q,R rather than merely A, I,R or A, I alone.

V. RELATED WORK

Reinforcement Learning: The overall iterative optimization
procedure in PIF is closely related to reinforcement learning
(RL) [3], where, for example a robot learns how to navi-
gate based on positive or negative reinforcements received
in response to its actions; in fact we can consider PIF as
an application of RL to enterprise prescriptive analytics. Re-
inforcement learning is most often applied in such ‘online’
scenarios, to explore the best sequence of actions based solely
on positive or negative feedback, i.e., a tightly closed loop.
However, in PIF we are concerned with coming to a strategic
decision as to the optimal policy to follow, usually from real-
world data that does not explore large parts of the potential
policy space. The simulation element of PIF does play the
role of continuous reinforcement to an extent, but this too
needs to be fitted to whatever real data is available, else
it can deviate from reality very fast. Lastly, most (but not
all) RL techniques being tightly closed-loop in nature use a
single mathematical framework, such as a Markov decision
process, evolutionary (genetic) algorithm, or neural network.
In PIF we allow for different techniques to be used for
simulation, perdition and optimization. This is critical in the
enterprise setting since the complexity of each component
can be significant and require specialized techniques, often
relying on highly optimised black-box packages, be they for
optimization (e.g. linear programming) or simulation (physics
models).

Traditional reinforcement learning assumes a reward func-
tion (the cost, in our formulation) to be deterministic given
an action (strategy). Such an assumption is appropriate for
scenarios such as robot learning, but less so for evaluating
strategic enterprise policies especially using simulations. In-
stead, payoffs also need to be assumed to be uncertain, and so
our framework uses expected costs during planning (i.e., the
optimization component). The role of inference in planning has
also been recognized in cognitive science [11] and psychology
as an extension of reinforcement learning.

Operations Research and Machine Learning: The distinc-
tion between goal-directed (reinforced) and habitual learning
(a traditional supervised setting) used to motivate the RL
approach does not, at least as yet, allow for solutions to



Fig. 6: Closed-loop PIF iterations for consumer pricing, using different clustering parameters

complex planning problems that are traditionally addressed ,
for example, in operations research. Our framework integrates
traditional OR-planning (i.e., the optimization component)
with statistical inference. Adaptive business intelligence as
described in [2] also argues for the integration of predictive
models with optimization techniques towards more ‘adaptive’
planning in enterprise settings. In many ways we build on the
adaptive business intelligence architecture as presented in [2],
especially by bringing in an overarching Bayesian formalism
that serves to clarify exactly what the dependency between the
two components of prediction and optimization.

Operations Research and Simulation: Simulation models are
often used in conjunction with optimization in the OR-sense,
as in [12], where the task scheduling de-icing of aircraft as
they arrive is validate by a simulation model that measures the
impact of a particular schedule on overall airport operations.
in other words, simulation becomes part of the cost function;
in the particular case of [12] at the outer level of a two-level
optimization process.

Simulation and Machine Learning: Using machine-learning
to summarize physical simulation models so as to accelerate
forward predictions [13] as well as facilitate efficient inverse
inference [14] is an arena of recent interest. Physics simula-
tions have also been calibrated from real data via machine
learning in [15] (as we have described also, i.e., learning
parameters µ from real data). Machine-learning-based sum-
maries of human behavior models have also been developed
for forward and inverse prediction as well as calibration in
[16].

Simulation + Machine Learning + Optimization: If one
considers a generative machine-learning model as an a kind
of simulation, then reinforcement learning can be viewed
as integrating simulation, machine-learning and optimization,
albeit in a single modeling framework and in an online learning
scenario. Our framework, on the other hand, integrates all
three components in a loosely-coupled manner so that different
techniques and tools can be used for each, while treating
the overall procedure in unified Bayesian framework. Our
approach is also ideally suited for generating largely offline
prescriptions from large volumes of simulation, using relatively
smaller amounts of real data, which matches the needs of
strategic prescriptive analytics in an enterprise setting.

VI. CONCLUSIONS

We have presented a unified Bayesian framework with
which to approach prescriptive analytics, especially in the

context of big-data where diverse information sources need
to be fused. Our framework integrates predictive modeling
with simulation and optimization, and is therefore called
prescriptive information fusion, or PIF. We have illustrated
the wide applicability of our PIF framework across a divers
set of industry scenarios along with numerical results.

REFERENCES

[1] J. Bertolucci, “Prescriptive analytics and data: Next big thing?” Infor-
mationWeek, April 15, 2013.

[2] Z. Michalewicz, M. Schmidt, M. Michalewicz, and C. Chiriac, Adaptive
business intelligence. Springer, 2006.

[3] P. Y. Glorennec, “Reinforcement learning: An overview,” in Proceedings
European Symposium on Intelligent Techniques (ESIT-00), Aachen,
Germany. Citeseer, 2000, pp. 14–15.

[4] G. Shroff, P. Agarwal, and L. Dey, “Enterprise information fusion for
real-time business intelligence,” in Information Fusion (FUSION), 2011
Proceedings of the 14th International Conference on, 2011, pp. 1–8.

[5] P. Agarwal, G. Shroff, and P. Malhotra, “Approximate incremental
big-data harmonization,” in Big Data (BigData Congress), 2013 IEEE
International Congress on, 2013, pp. 118–125.

[6] C. M. Bishop and N. M. Nasrabadi, Pattern recognition and machine
learning. springer New York, 2006, vol. 1.

[7] J. Kleinberg, C. Papadimitriou, and P. Raghavan, “A microeconomic
view of data mining,” Data mining and knowledge discovery, vol. 2,
no. 4, pp. 311–324, 1998.

[8] N. Silver, The Signal and the Noise: Why So Many Predictions Fail-but
Some Don’t. Penguin Press, 2012.

[9] P.-O. Siebers, C. M. Macal, J. Garnett, D. Buxton, and M. Pidd,
“Discrete-event simulation is dead, long live agent-based simulation!”
Journal of Simulation, vol. 4, no. 3, pp. 204–210, 2010.

[10] K. Singh, P. Agarwal, and G. Shroff, “Warranty cost estimation using
bayesian networks,” in Industrial Conference on Data Mining, 2014.

[11] M. Botvinick and M. Toussaint, “Planning as inference,” Trends in
Cognitive Sciences, 2012.

[12] T. Andersson Granberg, A. Norin, P. Värbrand, and D. Yuan, “In-
tegrating optimization and simulation to gain more efficient airport
logistics,” in Eighth USA/Europe Air Traffic Management Research and
Development Seminar (ATM2009), 2009.

[13] G. Pilania, C. Wang, X. Jiang, S. Rajasekaran, and R. Ramprasad,
“Accelerating materials property predictions using machine learning,”
Scientific reports, vol. 3, 2013.

[14] A. Mohammad-Djafari, “Bayesian inference for inverse problems,” in
Bayesian inference and Maximum Entropy Methods in Science and
Engineering, vol. 617, no. 1. AIP Publishing, 2002, pp. 477–496.

[15] Y. Ling, J. Mullins, and S. Mahadevan, “Calibration of multi-
physics computational models using bayesian networks,” arXiv preprint
arXiv:1206.5015, 2012.

[16] M. Kvassay, L. Hluchy, P. Krammer, and B. Schneider, “Exploring
human behaviour models through causal summaries and machine
learning,” in Intelligent Engineering Systems (INES), 2013 IEEE 17th
International Conference on. IEEE, 2013, pp. 231–236.


